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Abstract— For nonstationary signal classification, e.g. speech 

or music, features are traditionally extracted from a time-shifted, 
yet short data window. For many applications, these short-term 
features do not efficiently capture or represent longer-term signal 
variation. Partially motivated by human audition, we overcome 
the deficiencies of short-term features by employing modulation 
scale analysis for long-term feature analysis. Our analysis, which 
uses time-frequency theory integrated with psychoacoustic results 
on modulation frequency perception, not only contains short-term 
information about the signals, but also provides long-term 
information representing patterns of time variation. This paper 
describes these features and their normalization. We demonstrate 
the effectiveness of our long-term features over conventional 
short-term features in content-based audio identification. A 
simulated study using a large data set, including nearly ten 
thousand songs and requiring over a billion audio pairwise 
comparisons, shows that modulation scale features improves 
content identification accuracy substantially, especially when time 
and frequency distortions are imposed. 
 

Index Terms—2D features, audio fingerprinting, audio 
identification, audio retrieval, auditory classification, content 
identification, feature extraction, feature normalization, long-
term features, modulation features, modulation scale, modulation 
spectrum, pattern recognition, short-term features. 

I. INTRODUCTION 

N PATTERN recognition, the goal is to have a machine 
characterize events and make an appropriate decision about 

their pattern. Pattern recognition has been applied to many 
problems such as recognition, classification, or identification 
of a waveform or image. Short-term estimates, for example 
Fourier or autocorrelation coefficients, have been widely used 
for many signal types (e.g. [1]). As shown in the top panel of 
Fig. 1, basically the signal is blocked into successive frames 
using a small data analysis window. This blocking assumes 
stationarity of the signal within each frame. The windowed 
signal is then transformed into a new representation, e.g. 
spectral domain, hopefully giving good discrimination and/or 
energy compaction. The length of a short-term analysis 
window can be different depending on the signal type. For 
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example in tool-wear classification [2], stationarity can be 
assumed within a quarter revolution of a tool. Since a working 
tool has different sizes and rotation speeds, a quarter 
revolution time window results in different time durations, 20-
40 ms. In speech recognition, the typical short-term window 
used for speech analysis is about 20-30 ms. In music 
classification, the length of a short-term window is influenced 
by audio coding where typically two processing windows 
lengths are used [3]. For audio with a sampling rate of 48 
KHz, windows of size 256 samples, or about 5 ms, and 2048 
samples, or about 43 ms, are commonly applied. Unless 
specified otherwise, we will refer a data window of length less 
than 50 ms as a “short-term window.” 

One of the mathematical models for nonstationary signals 
(e.g. speech, music, or communication signals) used previously 
[4, page 427] and considered in this paper is the product of a 
narrow bandwidth, stationary lowpass modulating random 
process, ( )m t and the high pass carrier, a deterministic 

function, ( )c t :  

( ) ( ) ( ).x t m t c t=  (1) 

For this model to be accurate, ( )m t is assumed to be 

nonnegative and its bandwidth does not overlap with that of 
( )c t . The above model has been applied to encode speech [5] 

and audio signals [6]. Motivated by this success in coding, this 
model can also be useful for pattern recognition. An important 
question is whether more traditional feature extraction such as 
short-term spectral analysis is adequate for extracting the 
pertinent information of this model. Since ( )m t  is a slowly 

varying signal, using too short of an analysis window can be 
insufficient to model ( )m t . 

Understanding the human perceptual system and integrating 
the relevant aspects significantly contributes to the 
understanding of this form of feature extraction. For example 
in [7], to estimate energy at the most sensitive modulation 
frequency of human audition, about 4 Hz, an analysis window 
of at least 250 ms is needed. A concept related to the 
perceptual duration of the auditory system is that of a pre-
perceptual auditory image [8]. This concept refers to the 
process where an auditory input produces an auditory image 
containing information about a stimulus. Because of the 
continuous change of the auditory input, a pre-perceptual 
auditory store is used to hold information about the stimulus 
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and can be utilized later. Massaro [8] estimated the pre-
perceptual auditory storage and processing to be over 200 ms, 
which is again longer than a typical short-term analysis 
window. Finally, the sensitivity of short-term features to noise 
[9] and unseen testing data [2] is another deficiency. 

To improve the deficiencies of short-term feature analysis, 
we propose long-term feature analysis using modulation 
spectral analysis, as shown in the bottom panel of Fig. 1. The 
new long-term analysis using an analysis window much longer 
than 50 ms contains short-term information about the signal as 
well as long-term information representing patterns of time 
variation. To validate our approach, content-based audio 
identification is used for experimental verification. The 
simulated study shows that our approach improves the 
recognition performance when the distortions, both time and 
frequency, occur. 
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Fig. 1.  Block diagram contrasting our long-term feature analysis with 
conventional short-term feature analysis. 

II. JOINT FREQUENCY ANALYSIS 

A. Motivation 

There is substantial evidence that important time-varying 
information is contained in the temporal modulation of the 
signals.  Early evidence came from the development of the 
channel vocoder [10]. The channel vocoder modeled signal 
production of speech as a narrow bandwidth lowpass process 
that modulated a higher bandwidth carrier. The results of the 
channel vocoder suggested that the important information for 
speech intelligibility was contained in low modulation 
frequencies, with bandwidth about 25 Hz. The concept of 
predicting signal intelligibility, especially speech signals, from 
modulation spectra also came from concepts of the modulation 
transfer function and the speech transmission index [11]. 
These analyses can be used to determine the effect of multiple 
forms of acoustic distortion, e.g. noise or reverberation, and 
motivated research [12],[13] on modulation spectra for 
automatic speech recognition. It has been suggested that the 
modulation frequencies in speech from 2 to 8 Hz reflect 
syllabic and phonetic temporal structure. In human perception, 
many studies, e.g. [14],[15], have demonstrated the ability of 
listeners to detect and discriminate multiple sources of 
sinusoidal amplitude modulation. Studies of auditory 
frequency selectivity for amplitude modulation showed that a 
log frequency scale, with resolution consistent with a constant-

Q over the entire range, best mimics human perception of 
modulation frequency [16]. Auditory modulation filters with 
frequencies up to 64 Hz are approximately constant-Q, with a 
value of about 1.  

Taken together, this evidence suggests that modulation 
spectra with low bandwidth are important for signal 
intelligibility. How, then, can modulation spectra be estimated 
in a form useful for classification? We discuss two techniques 
related to modulation spectrum in classification: 1) 
cyclostationary analysis [17] and 2) modulation spectrogram 
analysis [12]. These two analyses are based on a two-
dimensional representation of the acoustic and modulation 
frequencies, which we refer to as a joint frequency 
representation. Cyclostationary analysis provides a theoretical 
framework for estimating a precise joint frequency 
representation, but requires very long signal samples and a 
prior estimate of periodicity (the fundamental frequency). 
Unlike cyclostationary analysis, the modulation spectrogram 
analysis does not require a prior estimate of periodicity. The 
modulation spectrum has been applied to the recognition of 
speech in reverberant environments [12]. Since modulation 
spectra are the result of several engineering approximations, a 
theoretical framework is lacking. Also, both cyclostationary 
and modulation spectra do not directly incorporate knowledge 
of human perception of modulation. To compensate for earlier 
disadvantages, there are several needs: First, the proposed 
analysis should be practical for unknown signals, that is, it 
does not require any prior information. Second, it should have 
a theoretical framework. One purpose of a theoretical 
framework is to understand how the representation changes 
when common signal modifications, such as channel 
distortions, occur. Third, the proposed analysis should include 
support from psychoacoustics research on modulation 
frequency perception. To satisfy these three desirable aspects, 
modulation scale analysis is proposed in this work. In the next 
section, we discuss the theoretical framework that will be used 
for our method. 

B. Background of Joint Frequency Analysis 

One possible joint frequency representation, ( , )η ωxP , is a 

transform in time of a demodulated short-time spectral 
estimate where, for the purpose of this paper, ω and η  are 

“acoustic frequency” and “modulation frequency,” 
respectively. A spectrogram, or other joint time-frequency 
representations [18], can be used as the starting point of this 
analysis. In this paper, we first use a spectrogram with an 
appropriately chosen window length to estimate a joint time-
frequency representation of the signal, ( , )ωSP

xP t . Second, 

another transform (e.g. Fourier) is applied along the time 

dimension of the spectrogram to estimate ( , )η ωSP
xP . Another 

way of viewing ( , )η ωSP
xP , as shown in (2), is the convolution 

in ω  and multiplication in η  of the correlation function of a 

Fourier transform of the signal ( )x t  and the underlying data 

analysis window ( )w t : 
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* *( , ) ( ) ( ) ( ) ( )
2 2 2 2

SP

x
P W W X Xω

η η η η
η ω ω ω ω ω= − + ∗ − +   

   
   

.   (2) 

To illustrate the behavior of ( , )η ωSP
xP , an AM signal is used. 

Equation (3) describes a spectrogram of the AM signal, where 
ωm  and ωc  are the modulation and carrier frequencies, 

respectively.  

( )2
( , ) 1 cos ( )SP

x c cP t tω ω δ ω ω= + ±  (3) 

When a Fourier transform is applied along the time dimension 

of ( , )ωSP
xP t , it yields  

( , ) ( , )

3 1
2 ( ) ( ) ( 2 ) ( )

2 4
.

SP SP j t

x x

m m c

P P t e dtηη ω ω

π δ η δ η ω δ η ω δ ω ω

∞ −

−∞
=

= + ± + ± ± 
 
 

∫
  (4) 

( , )η ωSP
xP results in the compaction of nonzero terms 

occurring at lowη , 2η ω≤ m , which can be advantageous for 

coding and classification. When using a joint frequency 
representation as features in signal classification, only positive 
and low modulation frequencies are needed for estimating the 
low-dimensional features because of the symmetric property in 
modulation frequency and small nonzero support region 
of ( , )η ωSP

xP . The modulation frequency range of interest in 

( , )η ωSP
xP  can be determined by the assumed highest 

modulation frequency in the signal or the bandwidth of the 
chosen spectrogram window. 

C. Interpretation for Speech and Music Signals 

( , )η ωSP
xP values along 0η =  are the convolution of the 

spectra of the spectrogram window and the signal: 

2 2
(0, ) ( ) ( )SP

xP W Xωω ω ω= ∗ . (5) 

The values of ( , )η ωSP
xP  lying along 0η =  are an averaged 

short-term spectral estimate of the signal. The length of the 
spectrogram window and the amount of overlapping determine 
the trade-offs between the bias and variance of the short-term 
spectral estimate. ( , )η ωSP

xP at 0η =  is an estimate of 

stationary signal content while the ( , )η ωSP
xP  at 0η ≠  is an 

estimate of the nonstationary information about the signal. 
This nonstationary information can represent various quantities 
(e.g. the symbol rate of a digital communications signal [19]). 
An example by a male speaker is illustrated in Fig. 2a, which 
shows the spectrogram of the speaker saying “the second”. The 
high energy terms mostly occur in 500 Hz and 1500 Hz of the 
acoustic frequency subbands. The joint frequency 
representation of this signal, as illustrated in Fig. 2b, shows the 
high energy values concentrated in lowη , 1-20 Hz, and 

highη , 120 Hz, of the same acoustic frequency subbands. 

Since we use an analysis window that is shorter than a normal 

pitch period, the nonzero terms at high η  have provided the 

pitch information of this speaker. If the analysis window is 
longer than a pitch period, the pitch information will be 
smoothed out. The nonzero terms occurring at low η  reflect 

the syllabic and phonetic temporal structure of the speech [13]. 
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Fig. 2.  Joint frequency analysis for the speech utterance "the second": (a) 
a spectrogram of the utterance shows high energy values in the 500 and 
1500 Hz acoustic frequency subbands; (b) the joint frequency 
representation of this speech exhibits more compaction in the same 
acoustic frequency subbands. 

 
For music signals, the periodicity in the signal causing 

nonzero terms in the joint frequency representation can result 
from the beat and rhythm. The beat is the approximately 
uniform spacing in time of the impulses driving the tempo in 
the music while the rhythm can be a uniform pattern over a 
long period of time. The beat information is usually 
represented as the high value terms in ( , )η ωSP

xP  at lowη , 

ranging from 0.5 to 5 Hz, which corresponds to about 30 to 
300 beats per minutes (bpm). The fundamental frequency of an 
instrument such as a bass guitar instead contributes to the high 
value terms occurring at highη . Fig. 3a shows a spectrogram 

of a 2 second segment of pop music. We can see the high 
energy terms occurring at low acoustic frequency resulting 
from a drum beat. A repetitive pattern occurs about 5 times 
during 2 seconds, corresponding to a tempo of about 150 beats 
per minute. ( , )η ωSP

xP in Fig. 3b reveals the information of the 

tempo at lowη , about 2-3 Hz. ( , )η ωSP
xP also shows the high 

energy values at 45 Hz in theη dimension resulting from a 

pitch frequency of a bass guitar. 
As demonstrated with these signals, joint frequency analysis 

has the potential to extract time-varying information via the 
nonzero terms in the representation. These nonzero terms are 
possibly useful for discriminating signal types, thus they 
should be considered as useful features. However, using 

( , )η ωSP
xP  directly for classification has an important 

disadvantage. ( , )η ωSP
xP  provides an extremely large 

dimension compared to traditional short-term spectral 
estimates. Even though we can reduce the feature dimension 
due to the symmetry in frequency and small nonzero support 
region of ( , )η ωSP

xP , the resulting dimensions are still too large 
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for typical classifiers. Past research has addressed the method 
of reducing feature dimension of a two dimensional 
representation in various ways. For example, many methods 
view a two-dimensional signal representation as an image. The 
nonzero terms lying in the representation then can be viewed 
as the lines or objects and the small set of descriptors being 
invariant to translation, rotation, or scaling can be extracted. 
Since we are interested in tasks where human auditory signal 
classification is largely successful, integrating psychoacoustic 
results into the analysis can possibly provide added advantages 
in feature design and selection.  
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Fig. 3.  Joint frequency analysis for a music signal: (a) the spectrogram of a 
music signal containing both bass guitar and a drum shows uniform spacing 
impulses; (b) the joint frequency representation of this signal exhibits high 
value terms at very low, 2-3 Hz, and high, 45 Hz, modulation frequency. 
 

In this paper, we propose a new method for joint frequency 
analysis, called modulation scale analysis. This proposed 
analysis use the above time-frequency theory integrated with 
psychoacoustic results on modulation frequency perception to 
provide a foundation and subsequent joint frequency analysis 
for a classification system. In the next section, we will discuss 
the theory of the proposed modulation scale analysis and show 
how the proposed analysis is more appropriate for signal 
classification than the above ( , )η ωSP

xP . 

III. MODULATION SCALE ANALYSIS 

A.  Theory 

Using Fourier analysis for the modulation frequency 
transform in the above analysis results in a uniform frequency 
bandwidth in modulation frequency; however this approach for 
modulation decomposition can be inefficient for auditory 
classification due to the resulting high dimensionality. 
Furthermore, the uniform bandwidth in modulation frequency 
is far from human auditory perception. Recent psychoacoustic 
results [16] suggest that a log frequency scale, with resolution 
consistent with a constant-Q over the whole range, best mimics 
human perception of modulation frequency. Our approach uses 
a continuous wavelet transform (CWT) to efficiently 
approximate this constant-Q effect, though we can also achieve 
constant-Q by directly smoothing the Fourier coefficients. The 

joint acoustic and modulation scale representation, which we 
refer to as “modulation scale,” is the joint representation of the 
acoustic frequency and modulation frequency with nonuniform 
bandwidth. We will show that our proposed analysis can 
provide much lower feature dimensionality, yet maintains good 
discrimination when applied to multi-component signals. 
Modulation scale analysis starts with a standard spectrogram: 

2
*1

( , ) ( ) ( )
2

SP j u
xP t x u w u t e duωω

π
−= −∫ . (6) 

For discrete scale s , the wavelet filter ( )ψ t  is applied along 

each temporal row of the spectrogram output.  

*1
( , , ) ( , ) ( )SP SP

x x

t
P s P t dt

s s

ζζ ω ω ψ −= ∫  (7) 

The above equation can be viewed as the filtering of a 
temporal envelope in each acoustic frequency subband. The 
scaling term 1 s  serves for normalizing the passband 

magnitude of each filter to be equal which is different from 

standard CWT where 1 s  is used for normalizing the energy 

of each filter to be equal. After computing ( , , )SP
xP s ζ ω , the 

energy across the wavelet translation axis ζ  is integrated to 

produce a joint frequency representation ( , )SP
xP s ω  with 

nonuniform resolution in modulation frequency dimension, as 
indexed by the discrete scale s .  

2
( , ) ( , , )SP SP

x xP s P s dω ζ ω ζ= ∫  (8) 

To demonstrate the advantage of this constant-Q bandwidth, 
an AM signal with fixed carrier frequency of 2756 Hz and two 
modulation rates, 3 and 24 Hz, was simulated. Fourier and 
constant-Q modulation frequency decompositions were used in 
the experiments. Ideally, the modulation frequency dimension 
should show separate regions representing the two distinct 
modulation frequencies. With the same total dimensionality, 8 
frequency subbands for a range of 256 Hz in modulation 
frequency, using Fourier transform for modulation 
decomposition yields 32 Hz bandwidth equally as shown in 
Fig. 4a, while using the CWT modulation decomposition can 
yield a bandwidth of 16 Hz, as shown in Fig. 4c. The Fourier 
modulation decomposition applied to the AM signal with two 
modulation rates cannot resolve these two modulation 
frequencies as illustrated in Fig. 4b. Instead constant-Q 
modulation decomposition such as that achieved with the 
wavelet transform in Fig. 4d provides better distribution of 
frequency resolution in modulation frequency by showing two 
distinct nonzero terms. Next, we will discuss the method to 
reduce sensitivity of modulation spectral features to 
distortions. 
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Fig. 4.  Joint frequency analysis of an AM signal with two modulation 
frequency components: (a) Fourier modulation decomposition gives the 
equally uniform bandwidth in modulation dimension.  (b) The joint frequency 
representation of the multi-component AM using Fourier modulation 
decomposition. (c) Wavelet modulation decomposition gives the constant-Q 
bandwidth in modulation dimension. (d) The joint frequency representation of 
the multi-component AM using CWT. 

B. Channel Compensation  

Signal-distortion channel transmission effects, e.g. 
reverberant or linear filtering, and noise are common factors 
causing a change of signal characteristics between training and 
testing data. Accuracy results usually degrade significantly if 
the environmental characteristics, e.g. transducers, noises, or 
acoustic environments, of the training and testing data are 
different. Past research has addressed this problem by applying 
feature normalization, e.g. [20],[21]. Feature normalization is 
applied after feature extraction and usually uses information 
from several feature samples to make both training and testing 
features insensitive to environmental characteristics. Cepstral 
mean subtraction (CMS) is an example of a method used for 
removing convolutional noise, e.g. linear time invariant 
filtering, from the signal. 

 
1)  Cepstral Mean Subtraction 

If the signal is distorted by a convolutional noise, the 
distorted time signal ( )y t  can be modeled as the convolution 

between the clean signal ( )x t  and the channel ( )h t .  Cepstral 

features are estimated from the logarithm of the estimated 
power spectrum of the signal, therefore cepstra turn the 
multiplication of frequency response of the channel 
characteristic and signal into a summation: 

log ( , ) log ( , ) log ( )

( , ) ( , ) ( ).

SP SP SP
y x h

y x h

P t P t P

C t C t C

ω ω ω

τ τ τ

= +

= +
 (9) 

For CMS, assuming the channel is linear and time invariant 
and the length of the impulse response ( )h t  is shorter than the 

data window ( )w t , normalized cepstral features are obtained 

by modifying the cepstral feature in each feature dimension by 
subtracting its long term average mean: 

[ ]
, ( , ) ( , ) ( , )

( , ) ( , ) .

y CMS y t y

x t x

C t C t E C t

C t E C t

τ τ τ

τ τ

 = −  
≅ −

 (10) 

It has been shown that CMS significantly improved the 
accuracy when the channel distortions of training and testing 
data differed by convolution noise [21]. 
 
2)  Subband Normalized Modulation Spectrum 

Previous work [22] using modulation spectral features in 
classification used mean and variance normalization for 
feature normalization. We will show that subband 
normalization is appropriate for channel compensation of 
modulation spectral features. The modulation scale features 
along with this feature normalization are insensitive to 
convolutional noise, like CMS features, yet are also insensitive 
to other common distortions such as time distortion. First we 
consider how channel distortion affects the joint frequency 
representation. The frequency response of the output of the 
linear time invariant filter, ( )ωY , is modeled by the 

multiplication of the frequency response of the input, ( )ωX , 

and channel, ( )ωH . If we assume, as with the CMS technique, 

that the channel is linear and time invariant over an analysis 
window, we can approximate the spectrogram of the output as 
the multiplication of the spectrogram of the input and the 
frequency response of the 

channel: ( , ) ( , ) ( )ω ω ω≅
y

SP SP SP
x hP t P t P . Since the smoothed joint 

frequency representation is a transform in the time dimension, 
the smoothed joint frequency representation of the output can 
be written as 

( , ) ( , ) ( )
y

SP SP SP
x hP P Pη ω η ω ω= . (11) 

The above equation can be viewed as the uniform 
amplification or attenuation of all modulation frequencies for 
the associated acoustic frequency. To remove this effect, 
subband normalization is proposed. By normalizing each 
acoustic frequency subband with the marginal of the 
modulation frequency representation, the normalized joint 

frequency representation,
,

( , )η ω
y sub

SPP  , is independent of the 

channel: 

,

( , ) ( , )
( , ) .

( , ) ( , )

η ω η ωη ω
η ω η η ω η

= ≅
∫ ∫y sub

SP SP
ySP x

SP SP
y x

P P
P

P d P d
 (12) 

For the modulation scale representation, using (7) and (8), the 

modulation scale of the output ( , )ωSP
yP s can be approximated 

by 

( )2
( , ) ( , ) ( )SP SP SP

y x hP s P s Pω ω ω= . (13) 

When the proposed channel compensation is applied to the 
modulation scale representation, the result is approximately 
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independent of the channel: 

,

( , )
( , )

( , )

SP
SP x

y sub SP
x

s

P s
P s

P s

ωω
ω

≅
∑

. (14) 

Besides linear time invariant filtering, we also consider time 
distortions, specifically time scaling and shifting, in this paper. 
Time scaling can result from the change of articulation rate of 
the speaker for speech signals or speeding up (or slowing 
down) the playback rate for music signals. If the signal is 
distorted via a time scale factor ρ , it results in the 

compression or expansion of the time signal without changing 
the acoustic frequency [20]. The spectrogram of a time-scale 

modified signal ( , )ωSP
yP t  can be related to a spectrogram of 

the distorted signal by ( , ) ( , )ω ρ ω=SP SP
y xP t P t . Using (7), the 

effect of ρ  after applying wavelet filters to the temporal rows 

of a spectrogram is a linear change of scale s  and 

translationζ : ( , , ) ( , , )ζ ω ρ ρζ ω=SP SP
y xP s P s . A further effect 

of ρ , after integrating the energy across the wavelet translation 

dimension, is a linear change in s  and amplitude scaling 

by 1ρ − : 

1( , ) ( , )SP SP
y xP s P sω ρ ρ ω−= . (15) 

However, we use dyadic scales ds , in which an increase of the 

scale index by one corresponds to a doubling of the scale value 
from the adjacent lower scale. With the assumption of a small 
time-scale modification 1ρ ≈ , the time scaling effect can be 

approximated by  

1( , ) ( , )SP SP
y d x dP s P sω ρ ω−≅ , (16) 

that is, a simple amplitude scaling of ( , )ωSP
x dP s . Subsequent 

subband normalization can then compensate for the time 
scaling effect: 

,

( , )
( , )

( , )
d

SP
SP x d

y sub d SP
x d

s

P s
P s

P s

ωω
ω

≅
∑

. (17) 

This result is also independent of ρ . Although a Fourier 

transform with large bandwidth is an alternative for time-scale 
modification compensation, the wavelet transform provides 
better management of the trade-off in frequency resolution 
occurring with physical signals, as shown in Fig. 4.  

Another time distortion is time misalignment. If the signal is 
shifted in time by 0t , the spectrogram ( , )ωSP

zP t  of the time 

shifted signal becomes 0( , ) ( , )ω ω= −SP SP
z xP t P t t . Using (7),  

the effect of 0t  is a shift in ζ  after applying wavelet filters to 

the temporal rows of the spectrogram 
output: 0( , , ) ( , , )ζ ω ζ ω= −SP SP

z d x dP s P s t . If the time shift 0t  is 

relatively small compared to the integration time in (8), then 
the estimation is approximately invariant to the effect: 

( , ) ( , )SP SP
z d x dP s P sω ω≅ . (18) 

Compared to CMS, cepstral features are the representation of 
time and time-lag, therefore CMS can only remove a slowly 
varying convolutional noise not time distortions. Equation (19) 
illustrates the effect of time-scale modification and time shift 
to CMS.  

, ,

, , 0

( , ) ( , )

( , ) ( , )

y CMS x CMS

z CMS x CMS

C t C t

C t C t t

τ ρ τ

τ τ

=

= −
    (19) 
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Fig. 5.  A comparison between clean (solid lines) and distorted (dotted lines) 
features applied with frequency equalization. The top plots are cepstral 
energy features (a) without and (b) with channel compensation using mean 
subtraction and the bottom plots are modulation scale features (c) without 
and (d) with channel compensation using subband normalization.  

 

 Fig. 6.  A comparison between clean (solid lines) and distorted (dotted lines) 
features applied with time-scale modification (time compression). The top 
plots are cepstral energy features (a) without and (b) with channel 
compensation using mean subtraction and the bottom plots are modulation 
scale features (c) without and (d) with channel compensation using subband 
normalization.  
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For the purpose of signal classification, we define a 
modulation scale feature matrix, [ , ]mod dP s k , where the 

modulation frequencies are estimated by wavelet filters ψ  

with ds  and k representing the dyadic scale and discrete 

acoustic frequency, respectively. To initially demonstrate the 
advantages and generalization of the proposed features and 
channel compensation, subband normalized modulation scale 
and cepstral energy features with mean subtraction of audio 
signal were compared using a 4 second clip of music. The 
distorted features were extracted from an audio passage 
modified with frequency equalization (EQ), as used for 
convolutional noise, and with time compression, as used for 
time-scale modified noise. Ceptral energy features, the first 

ceptral feature dimension or ( ),0C t , were extracted using 46 

ms short-term window with 10 ms frame rate. Modulation 
scale features were extracted using 8 dyadic wavelet filters and 
19 bark filterbanks (more design details will be addressed in 
the next section). Since [ , ]mod dP s k  is a two-dimensional 

feature, it was vectorized prior to comparison. For frequency 
equalization (EQ), the results before features normalization, 
both mean subtraction and subband normalization as illustrated 
in Fig. 5a and Fig. 5c, respectively, show the significant 
difference between clean (solid line) and frequency distorted 
(dotted line) features. The goal after feature normalization was 
to obtain a similar representation of both clean and distorted 
features. As shown in Fig. 5b and Fig. 5d, both CMS and 
subband normalization yield good results in normalizing 
convolutional noise, as was previously discussed. There was 
no significant difference of clean (solid line) and distorted 
(dotted line) features. The correlation between clean and 
distorted was 0.99 for both techniques. For time compression, 
as shown in Fig. 6, subband normalization still preserves the 
good results of Fig. 6d; however, CMS shows a significant 
difference between clean and distorted features in Fig. 6b after 
channel compensation. For cepstrum energy with mean 
subtraction, the correlation between the solid and dotted line 
reduced to 0.56 while the correlation of normalized 
modulation scale features still maintained correlation of 0.99. 
From this example, we conclude that modulation scale features 
with subband normalization show less sensitivity to channel 
distortions, both frequency EQ and time scaling, than CMS 
features. 

IV. APPLICATION 

A. Content Based Audio Identification 

In this section, we discuss the use of modulation scale 
analysis in content-based audio retrieval, specifically in audio 
identification. In this application, the system is able to identify 
unknown music, which can be played back in different 
environments and with different alterations. Audio 
fingerprinting technology has been proposed for reporting 
property rights or monitoring radio broadcasts [23],[24]. In 
this approach, a computer or other electronic device that has 

access to a central database of statistics automatically labels 
unlabeled music. An accurate fingerprint can ideally identify 
audio content based solely on acoustic properties. Moreover, 
each song needs to be represented compactly. The audio data 
used in this application are commonly extracted from 
commercial compact discs (CDs) with sampling rate 44.1 
KHz. The database contains a wide variety of music genre 
with a short duration for each passage. One of the 
requirements for the audio fingerprinting system, on which we 
focus in this work, is robustness to signal distortion. 
Transmission channels and users alter recordings in many 
ways that still leave the audio useful. Allamanche et al. [25] 
suggested a list of possible degradations that exist in practical 
applications. For example, suggested frequency distortions are 
low bit rate perceptual audio coding and frequency 
equalization. Random time shifts, time-scale modification, and 
dynamic range compression are suggested for time distortions. 
A successful system must have features that do not change 
significantly under common distortions or modification. 
Previous research into acoustic features for audio 
identification, which were adopted from audio retrieval, has 
focused on using the combination of perceptual features 
derived from short-term spectral features such as the cepstrum, 
the spectrum centroid, the spectrum bandwidth, or the energy 
of the signal [26]-[29]. While these features appear quite 
promising, they are not robust to certain distortions. Further 
discussion of this application can be found in [30]. 

There has also been previous research on feature extraction 
for audio identification. Haitsma et al. [31] used a bit string 
feature known as a hash table. The advantage of a hash table is 
small feature dimension and fast table lookup. Burges et al. 
[32] used a long-term analysis window, about 6.1 second, for 
extracting a noise-robust audio feature. The proposed long-
term features showed robustness to unseen distortions. 
Fragoulis et al. [33] used features based on Fourier spectral 
energy for identifying audio retrieved from several CDs and 
radio stations. Allamanche et al. [25] instead used several 
short-term features such as loudness, spectral flatness, and 
sharpness. While the accuracy of each feature was quite high 
when testing with separate distortions, this work also 
suggested that short-term features failed to provide high 
recognition rates under both time and frequency distortions.  

We will show, via the experiments in the next section, that 
normalized modulation scale features are more robust to 
distortions than short-term features with mean subtraction in 
content-based audio identification. These new normalized 
features can maintain excellent labeling (classification) 
accuracy under common unintentional and intentional 
distortions.  

B. Data Collection 

Actual audio files were used in this work, taken from a large 
database with 9959 songs. The database contained a wide 
variety of music genres with 15 second passages for each song, 
giving a total of 41.5 hours of music. We divided the database 
into two sets of independent songs, drawn from independent 



 8

CDs. The distorted passages created from the first set, 
consisting of 3393 distinct songs, were a design set. This set 
was used to empirically optimize free design parameters such 
as a threshold. The distorted passages created from the second 
set, consisting of 6566 distinct songs, were a test set used to 
measure the accuracy of the method.  

C. Robustness to Distortion 

During the design, we chose a subset of degradations listed 
in Table I for a total of 5 types of distortion. Two different 
types of frequency equalizers including default presets (pop 
and rock) from Winamp® were used for frequency distortions. 
For time distortion, a one-second time shift and two types of 
time-scale modification were considered. Time-scale 
modification was performed by scaling the audio signal with 
± 5% deviation without altering the pitch using Sound Forge®.  
During testing, we applied 4 more unseen distortions for a total 
of 9 distortions, as listed in Table IV. To compare the 
performance of short-term features and our proposed long-
term features, two types of features will be compared and 
reported: 1) Mel-frequency cepstral coefficients (MFCC) with 
mean subtraction as feature normalization; and 2) modulation 
scale features with subband normalization as feature 
normalization. Note that both sets of features are designed to 
have the same dimensionality. The summary of a complete 
experiment for audio fingerprinting is shown in Table I. The 
details of short-term feature processing can be found in 
[26],[28]. 

D. Feature Extraction and Classification 

Each song was represented by a 15-second digital audio 
passage. This passage was resampled to 11025 Hz and 
converted, via an average of the left and right channels, to 
mono. The resampled audio was windowed into multiple 
frames with a 4 second frame length and 1 second frame rate, 
corresponding to 12 frames for each passage. Subband 
filtering was performed to produce acoustic frequency using a 
short time Fourier transform. Since the bark frequency scale 
has been used in many audio applications to mimic the reduced 
number of channels of the human auditory system, 
combinations of linear acoustic frequency channels were used 
to reduce feature size. With the 11025 Hz sampling rate, there 
were 19 bark-spaced subband filters. The envelope in each 
subband was detected by a magnitude square operator. A 
lowpass filter was then used to remove the aliasing before the 
sampling rate was reduced to 512 Hz. To reduce the 
interference of large DC components of the subband envelope, 
the signal was demeaned before modulation frequency 
estimation. After demeaning, biorthogonal wavelet filters with 
8 different dyadic scales were used to produce one modulation 
frequency vector for each acoustic subband. After processing 
all frames, the 15-second passage was thus represented by 12 
frames of a 19x8 vector of features, our proposed audio 
fingerprint. The MFCC features used in the comparison were 
based on work in [28]. A short-term analysis window with 
length of 46 ms was applied. For each 4 second window, after 

generating 19 MFCC dimensions and subtracting out the mean 
in each feature dimension independently, features in each 
dimension were assigned into 8 histogram bins which were 
pre-computed from the first 1000 songs of the database. Since 
these histogram features remove the time order, they 
significantly alleviate the time distortion effects, time shift and 
time scale modification. Finally, the 15-second passage was 
also represented by 12 frames of 19x8 vector of MFCC 
features.   

 
Table I  
An experiment setup for audio fingerprinting 
  
Data Collection  

• Database 9959 songs 

• Design set 3393 songs per single distortion (5 distortions) 

• Test set 6566 songs per single distortion (9 distortions) 

  
Distortions  

• Frequency distortions 2 presets (pop and rock) Frequency Equalizer 

• Time distortions 

±

5% time-scale modification  

 1 second time misalignment 

  
Features  

• Short-term Mel-frequency cepstral coefficients with mean subtraction 

• Long-term Modulation scale features with subband normalization 

  
Classifier Template matching using cross-entropy 

  
 

 
Classification of a test signal was performed after feature 

extraction. Due to the computational advantages of a simple 
centroid computation, a cross entropy approach was used. This 
approach also fits the sparseness of joint frequency features. 
As derived in [9], we define a feature set representing a test 
song is ,1 ,2 ,{ , , ... }=

mod mod mod M
P P PP  where mod,mP  are the 

modulation scale feature matrix for a time frame at time m and 
M is the total number of frames, or an integration time, in an 
audio passage used to represent a song. For passages in the 
database, we also define the feature set of the reference audio 

as ,1 ,2 ,{ , ... }= i i i

mod mod mod M
Q Q QiQ where i is the ordered index in the 

database and ,
i
mod mQ  are the reference feature matrix at time m. 

By using a cross-entropy based template match, the distortion 
between the test song and the database becomes  

8 19
,

,
1 1 ,

[ , ]
( , ) [ , ]log

[ , ]
d

mod sub d
mod sub d i

s k mod sub d

P s k
d P s k

Q s k= =

= ∑∑iP Q  (20) 
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Since the distortion value, ( , )d iP Q , is nonnegative, a 

similarity value, bounded between 0 and 1, can be determined 
by exponentiation of the distortion score, 

( )1 ( , )−−exp K d iP Q where K  is the number of acoustic (bark) 

frequency subbands, 19. 

E. Experimental Results of the Design Set 

First, we assume that there was perfect time alignment. 
16965 songs were used to test the performance. Three different 
integration times, 5, 10, and 15 seconds corresponding to 2, 7, 
and 12 frames, were evaluated. The similarity scores of inter-
song (same song regardless of any distortion) and intra-song 
(different songs from all distortions) were used to find a 
receiver operating characteristic (ROC). For a fixed false 
positive rate of 0.0001%, the percent detection of each feature 
for each distortion and time integration was shown in Table II. 
Due to histogram processing, the effect of time-scale 
modifications was alleviated from MFCC features making the 
results of both features comparable in most cases.  

 
Table II 
 The percent detection with a fix false alarm rate 0.0001% of MFCC and 
modulation scale features with perfect time alignment 

MFCC Modulation scale 

Distortions / Integration time 5 10 15 5 10 15 

Clean 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 

Clean + Time distortions 97.5% 99.1% 99.5% 98.2% 99.8% 99.9% 

Clean + Frequency distortions 95.4% 96.7% 96.6% 95.6% 96.2% 95.6% 

       

ALL 95.7% 97.5% 97.7% 96.3% 97.5% 97.2% 

       
 

 
 Table III 
The percent detection with a fix false alarm rate 0.0001% of MFCC and 
modulation scale features with one second time shift 

MFCC Modulation scale 

Distortions / Integration time 5 10 15 5 10 15 

Clean 71.1% 96.8% 99.5% 87.7% 100.0% 100.0% 

Clean + Time distortions 65.3% 92.1% 97.1% 84.6% 99.3% 99.9% 

Clean + Frequency distortions 63.6% 90.4% 94.8% 82.4% 95.4% 95.2% 

       

ALL 63.1% 90.0% 95.3% 82.6% 96.7% 97.0% 

       
 

 

Next, we applied the more realistic situation when there was 
time misalignment. The same dataset with one second time 
shift were added. For a fixed false positive rate of 0.0001%, 
the percent detection of each feature is shown in Table III. 
When the integration time was small, or the ratio of time shift 
to integration time was high, time misalignment decreased the 
detection results significantly. As shown in Table III, the 
performance of modulation scale features was better than 
MFCC features in all cases, especially at a small integration 
time. At false alarm rate 0.0001%, the percent detection of 
different integration time, from 4 to 15 seconds, with all 
distortions was shown in Fig. 7. The proposed long-term 
features yielded higher detection results than conventional 
short-term features in all integration times. Although the time 
shift effect decreased with increasing integration time, 
modulation scale features provided insignificant improvement 
after 10 seconds.  
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Fig. 7.  The comparison of percent detection of modulation scale and MFCC 
features when time, frequency, and one second time misalignment distortions 
were applied. 

 

0 1 2 3 4 5

x 10
-4

90

92

94

96

98

100

%
 D

et
ec

tio
n

% False Alarm

Modulation scale
MFCC
Modulation scale + time shift
MFCC + time shift

 
Fig. 8.  ROC curve of modulation scale and MFCC features at 10 second 
integration time with all distortions. 

 
Fig. 8 shows the ROC curve at 10 second integration time for 
both features with and without time shift. When time 
misalignment was included, the percent detection significantly 
decreased for MFCC features, from 97.5% to 90.0% compared 
to modulation scale features, from 97.5% to 96.7%. For 
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subsequent testing, the rejection threshold at a false alarm rate 
of 0.0001% and 10 second integration time was chosen. The 
thresholds were 0.8994 and 0.5647 for MFCC and modulation 
scale features, respectively. 

F. Experimental Results of the Test Set 

During the test, 6566 clean songs were used to generate the 
distorted songs. Some distortions were further included for 
testing the robustness to unseen noise. Two low bit rate 
perceptual audio codecs, MP3 and Window Media Audio, at 
64 Kbps were considered. Another classical preset of 
frequency equalizer and dynamic range normalization were 
also added. After generating all the distortions using a 10 
second integration time, there were in total 118188 songs, or 
328.3 hours. To compare the performance of short-term and 
long-term features, the percent detection of MFCC and 
modulation scale was computed using the earlier rejection 
threshold. Table IV showed the comparison of both features 
for each distortion. Again, modulation scale features yielded a 
higher detection rate than MFCC features in all distortions 
when time shift was included. Using all distortions, the percent 
detection of MFCC features was 88.2% whereas modulation 
scale features was 97.4%, or a 78.0% reduction in error rate.  

 
Table IV 
The percent detection of MFCC and modulation scale features using the 
earlier rejection threshold 
 

Features 
Distortions 

MFCC Modulation scale 

 No time shift 1 sec shift No time shift 1 sec shift 

Clean 100.0% 96.7% 100.0% 100.0% 

CODEC: mp3 at 64 Kbps 74.4% 64.1% 97.7% 96.7% 

CODEC: wma at 64 Kbps 96.2% 89.3% 99.9% 99.8% 

Frequency EQ: pop 96.6% 88.9% 93.1% 91.1% 

Frequency EQ: rock 98.1% 92.3% 97.1% 96.2% 

Frequency EQ: classical 95.7% 87.4% 97.0% 95.7% 

Time scale: compress 98.8% 84.9% 99.8% 98.5% 

Time scale: expand 98.9% 96.0% 99.8% 99.8% 

Dynamic range normalization 98.6% 94.6% 99.2% 98.9% 

     

ALL 95.2% 88.2% 98.2% 97.4% 

     
   

One of the attempts to reduce the computational search 
burden in the nearest neighbor classification is partial distance. 
By computing only a subset of the features, if the accumulated 
distortion is above the threshold, then the search stops. 
Applying to modulation scale features, we can estimate the 
similarity for each acoustic subband independently, unlike 
Euclidean distance where each feature is independent. Given 
the similarity threshold of modulation scale features, 

0.5647=T in these experiments, if the distortion of the 

current acoustic (bark) frequency subband ( , )
k

d iP Q is above 

the updated threshold then the comparison stops.. 

1

1

( , ) log ( , )
k

k j
j

d K T d
−

=

≤ − −∑i iP Q P Q  (21) 

Fig. 9 illustrates the distribution of the acoustic (bark) 
frequency subband numbers upon reaching the stopping 
condition, from 91.31 10×  audio pairwise comparison. The 
result showed that 99.9% rejection occurred in the acoustic 
frequency range below 1080 Hz, the ninth acoustic (bark) 
frequency subband. 

1 3 5 7 9 11 13 15 17 19
0

0.05

0.1

0.15

0.2

0.25

0.3

de
ns
it
y

acoustic (bark)frequency bin
 

Fig. 9.  The distribution of the acoustic (bark) frequency subband numbers 
upon reaching the stopping condition from all testing songs. 

 

V. CONCLUSION 

This paper has discussed a new approach to modulation 
spectra. The proposed long-term feature analysis, which is 
partially motivated by the human auditory system, can 
potentially be applied to nonstationary signals such as speech, 
music, or communication signals. There are two key practical 
contributions proposed in this paper, 1) nonuniform 
modulation frequency decomposition and 2) channel 
compensation of modulation spectral features. Compared to 
uniform modulation frequency decomposition, the new method 
has shown advantages of low dimensionality and high 
discrimination of distinct modulation frequencies. The 
proposed channel compensation of modulation scale features, 
subband normalization, has also demonstrated advantages of 
insensitivity to frequency and time distortions over cepstral 
mean subtraction. The experiment in content identification 
with over 1 billion audio pairwise comparison showed that 
conventional MFCC features yielded 88.2% correct detection 
whereas modulation scale features yielded 97.4% correct 
detection. Our analysis shows that incorporating modulation 
scale features into the automatic classification system 
substantially improved the accuracy. The resulting approach 
has potential for a wide range of acoustic classification or 
detection applications such as speaker identification/ 
verification, audio classification and segmentation, or digital 
communication signal recognition. 
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